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cnn-tutorial-tensorflow

March 13, 2024

0.1 CNN Tutorial Tensorflow Neuraldemy | Amritesh Kumar

This notebook is part of CNN Tutorial Tensorflow by Neuraldemy. _ In the theory section,
we saw the basics of CNN and how computer learn to indentify images. In this notebook, we will
learn about how we can use CNN in practice using Tensorflow. Make sure you are familiar with
Tensorflow, if not, do check out our tutorial on Tensorflow on our website.

0.2 Image Pre-processing Steps

import tensorflow as tf

import os

import PIL

import PIL.Image

import numpy as np

import tensorflow_datasets as tfds

print(tf.__version__)

2.15.0

# download the image data

import pathlib

dataset_url = "https://storage.googleapis.com/download.tensorflow.org/
—example_images/flower_photos.tgz"

archive = tf.keras.utils.get_file(origin=dataset_url, extract=True)

data_dir = pathlib.Path(archive).with_suffix('"')

Downloading data from https://storage.googleapis.com/download.tensorflow.org/exa
mple_images/flower_photos.tgz

228813984/228813984 2s

Ous/step

image_count = len(list(data_dir.glob('*/*.jpg')))
print(image_count) # total

3670



[22]: roses = list(data_dir.glob('roses/*'))

PIL.Image.open(str(roses[0]))

[22]:

[23]: PIL.Image.open(str(roses[1]))

[23]:



[24] :

The tf.keras.utils.image_dataset_from_directory utility is part of TensorFlow’s Keras API
and is used for efficiently loading and preprocessing image datasets from a directory structure. This
utility simplifies the process of creating a tf.data.Dataset from a directory containing image files.

batch_size = 32
img_height = 180
img_width = 180

# Create a TensorFlow dataset from the directory

# It automatically labels images based on subdirectories

# The 'validation_split' parameter spectifies the portion of the data to use for,
svalidation

# The 'subset' parameter indicates whether to use the training or wvalidationy
~subset

# The 'seed' parameter is optional and can be used for reproducibility

train_ds = tf.keras.utils.image_dataset_from_directory(data_dir,
validation_split = 0.2,
subset = "training",
seed = 123,



[29] :

[29]:

[27]:

[27]:

[32]:

image_size = (img_height,
~img width),

batch_size = batch_size)

val_ds = tf.keras.utils.image_dataset_from_directory(data_dir,
validation_split=0.2,
subset="validation",
seed=123,
image_size=(img_height,
~img_width),
batch_size=batch_size)

Found 3670 files belonging to 5 classes.
Using 2936 files for training.
Found 3670 files belonging to 5 classes.
Using 734 files for validation.

# check the class mames
class_names = train_ds.class_names
class_names

['daisy', 'dandelion', 'roses', 'sunflowers', 'tulips']
val_ds.class_names

['daisy', 'dandelion', 'roses', 'sunflowers', 'tulips']

0.2.1 Visualization of the data

import matplotlib.pyplot as plt
plt.figure(figsize = (10, 10))

for images, labels in train_ds.take(1):
for i in range(9):
ax = plt.subplot(3, 3, i + 1)
plt.imshow(images[i] .numpy () .astype("uint8"))
plt.title(class_names[labels[i]])
plt.axis("off")



dandelion

sunflowers

sunflowers

[39]: # We can now check the batches of the images

for image_batch, labels_batch in train_ds:
print (image_batch.shape)
print (labels_batch.shape)
break # to keep details for single iteration

(32, 180, 180, 3)

(32,)

This means we have 32 images per batch, of size 180 * 180 and with 3 channels RGB in this case.
Second one is nothing but number of labels for these 32 images



[40] :

[44] :

[45] :

0.2.2 Standardize the data

We will now standardize the data for better convergence as the RGB values are in between 0 to
255 to [0, 1] This is one way of doing this but you can also rescale during the training

normalization_layer = tf.keras.layers.Rescaling(1l./255)
normalized_ds = train_ds.map(lambda x, y: (normalization_layer(x), y))

# check for the mormalized images

image_batch, labels_batch = next(iter(normalized_ds))

first_image = image_batch[0]

print(np.min(first_image), np.max(first_image)) # check the output

0.0 0.87026095

0.2.3 Configure The Dataset For Performance
We have two methods that we use for optimizing performance:

Dataset.cache(): Imagine you have a bunch of images that your model needs to see during training.
The cache method helps by storing these images in a handy place (like your computer’s memory)
after the first time they are used. So, during the first round of training, it loads the images from
the disk and keeps them ready in memory. This way, in the next training rounds, it can use these
images directly from memory, saving time and making things faster.

Dataset.prefetch(): While your model is processing one batch of images, it gets the next batch
ready in the background. This way, there’s no idle time waiting for new images to load. It’s like
multitasking — your model trains on one batch while the dataset pipeline prepares the next one.

AUTOTUNE: This is a constant provided by TensorFlow that allows the system to automatically
adjust the buffer size for the prefetch method. It’s like telling TensorFlow, “Hey, you figure out the
best size for the buffer to make things run smoothly.”

Read more about it here and then come back: https://www.tensorflow.org/guide/data_ performance

AUTOTUNE

tf.data.AUTOTUNE

train_ds = train_ds.cache() .prefetch(buffer_size = AUTOTUNE)
val_ds = val_ds.cache() .prefetch(buffer_size = AUTOTUNE)

train_ds.cache() .prefetch(buffer_size=AUTOTUNE):

train_ds.cache(): Caches the training dataset in memory after the first epoch. This means that
the images are loaded from disk during the first epoch and then kept in memory for subsequent
epochs, speeding up the training process.

train_ds.prefetch(buffer_size=AUTOTUNE): Overlaps the data loading and model training.
While your model is processing one batch of images, the dataset pipeline is getting the next batch
ready in the background. AUTOTUNE helps TensorFlow dynamically adjust the buffer size for
optimal performance.



[48]:

[48]:

Let’s build the model. This is just for the purpose of showing you end to end process and not to
explain how to implement everything. I will talk about these things shortly

model = tf.keras.Sequential([

# standardize the input data - this %s another way
tf.keras.layers.Rescaling(1./255),
tf.keras.layers.Conv2D(32, 3, activation='relu'),
tf.keras.layers.MaxPooling2D(),

tf .keras.layers.Conv2D(32, 3, activation='relu'),
tf.keras.layers.MaxPooling2D(),

tf .keras.layers.Conv2D(32, 3, activation='relu'),
tf .keras.layers.MaxPooling2D(),
tf.keras.layers.Flatten(),
tf.keras.layers.Dense(128, activation = "relu"),
tf.keras.layers.Dense(5)

D

model . compile(
optimizer='adam',
# the target labels are integers (e.g., 0, 1, 2) rather than one-hot encoded
loss=tf.keras.losses.SparseCategoricalCrossentropy(from_logits=True), #,
< (unnormalized predictions) instead of probabilities
metrics=['accuracy'])

model.fit(
train_ds,
validation_data=val_ds,
epochs=3
)
Epoch 1/3
92/92 69s 720ms/step -
accuracy: 0.3875 - loss: 1.3884 - val_accuracy: 0.5490 - val_loss: 1.1137
Epoch 2/3
92/92 62s 679ms/step -
accuracy: 0.6066 - loss: 1.0125 - val_accuracy: 0.6294 - val_loss: 0.9764
Epoch 3/3
92/92 64s 691ms/step -

accuracy: 0.6823 - loss: 0.8634 - val_accuracy: 0.6526 - val_loss: 0.9173

<keras.src.callbacks.history.History at 0x7d3f£38c88280>

Now let’s talk about these layers in detail and how to use them. We already know most of the
things from the pevious tutorials. In the previous model, you saw the use of CONV2D. This is how
you can understand them:

e CONVI1D: Used for 1-dimensional data, typically time series data. Examples include sensor
readings, audio signals, or financial data with values at different points in time. Kernel



movement: The filter slides along the single dimension of the data, looking for patterns and
extracting features.

e« CONV2D: Designed for 2-dimensional data, most commonly images. An image has height,
width, and (usually) multiple color channels (RGB). Kernel movement: The filter slides across
the height and width of the image, detecting spatial patterns and features within the image.

o CONV3D: Works with 3-dimensional data, like video sequences (which consist of multiple
frames stacked together) or 3D volumetric data (e.g., MRI scans). Kernel movement: The
filter moves across all three dimensions (height, width, and depth) of the data, capturing
spatiotemporal features (both spatial information within a frame and how it changes over
time).

Similarly, for MaxPooling etc.

In the previous model, you may have also noticed how the filters and kernel parameters are 32 and
3 respectively. But how can we decide how many filters and kernels to use? Here is some guidelines
that you can follow:

In keras.layers.Conv2D(), there are two key parameters to consider:

o filters: This determines the number of filters (or kernels) used in the convolutional layer.
Each filter learns to detect specific features in the input image.

e kernel size: This specifies the size of the filter, which is a small square that slides across the
image during convolution.

Choosing the optimal values for these parameters depends on several factors:
Filters:

o General rule: Start with a lower number of filters (e.g., 16, 32, or 64) in the early layers
and gradually increase them (e.g., 128, 256, or 512) in deeper layers. Early layers focus on
extracting basic features, while deeper layers learn more complex combinations of features.

e Data complexity: More complex datasets may benefit from more filters to capture the intricate
details.

o Model size and computational resources: A higher number of filters increases the number of
parameters to learn, making the model larger and requiring more computational power for
training.

Kernel size:

o Smaller kernels (3x3) are often preferred as they are more efficient at capturing low-level
features like edges and corners.

o Larger kernels (5x5 or 7x7) can be used to capture slightly larger features but may come at
the cost of increased computational complexity.

Experimentation is key. Try different combinations of filter numbers and kernel sizes to see what
performs best on your specific dataset. Here are some additional tips:

e Powers of 2: Using powers of 2 for the number of filters is a common practice for efficient
memory allocation on GPUs.



o Start small and scale up: Begin with a low number of filters and a small kernel size, then
gradually increase them while monitoring the model’s performance and computational cost.

e Fine-tuning pre-trained models: Consider using pre-trained models like VGG16 or ResNet
that have established filter and kernel size configurations. You can fine-tune these models on
your dataset for good results without extensive hyperparameter tuning.

[4]: fashion mnist = tf.keras.datasets.fashion_mnist

(train_images, train_labels), (test_images, test_labels) = fashion_mnist.
~load_data()

Downloading data from https://storage.googleapis.com/tensorflow/tf-keras-
datasets/train-labels-idx1l-ubyte.gz

29515/29515 Os Ous/step

Downloading data from https://storage.googleapis.com/tensorflow/tf-keras-
datasets/train-images-idx3-ubyte.gz

26421880/26421880 Os

Ous/step

Downloading data from https://storage.googleapis.com/tensorflow/tf-keras-
datasets/t10k-labels-idx1-ubyte.gz

5148/5148 Os lus/step

Downloading data from https://storage.googleapis.com/tensorflow/tf-keras-
datasets/t10k-images-idx3-ubyte.gz

4422102/4422102 Os

Ous/step

[6]: train_images.shape # it's a 28 * 28

[5]: (60000, 28, 28)

[6]: train_labels

[6]: array([9, O, O, .., 3, 0, 5], dtype=uint8)

[9]: import matplotlib.pyplot as plt
plt.imshow(train_images[0]);



[10]: train_images[0]

(i0]: array(ff o, o0, o0 o0 O O O O O O, O, O, O,
0, 0, 0, 0, o, 0, 0, 0, 0, 0, o, 0, 0,

0, 0],
[ O, 0, 0, 0, 0, 0, 0, 0, 0, 0, o, 0, 0,
0, 0, o, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0,

0, 0],
[ O, 0, o, 0, 0, o, 0, 0, o, o, 0, 0, o,
0, 0, 0, 0, o, 0, 0, o, 0, 0, 0, 0, 0,

0, 0],
[ o, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, s
0, o, 13, 73, 0, 0, 1, 4, 0, o, 0, 0, s

1, 0],
[ O, 0, 0, 0, 0, 0, 0, o, 0, , o, 0, 3,
o, 36, 136, 127, 62, 54, 0, 0, 0, 1, 3, 4, 0,

o, 31,
[ O, 0, 0, 0, 0, 0, 0, 0, 0, o, 0, 0, 6,
0, 102, 204, 176, 134, 144, 123, 23, 0, 0, 0, o, 12,

10, 0],

m
LLe
L
N
N
L
L
N
S
L
S
N
L
N

155, 236, 207, 178, 107, 156, 161, 109, 64, 23, 77, 130,

10



72,
[ O,

69,
172,
[ O,
200,
229,
[ o,
183,
173,
[ O,
193,
202,
[ o,
219,
209,
[ o,
244,
167,
[ o,
236,

92,
[ o,
226,

77,
[ O,
207,
159,
[ o,
226,
215,
[ o,
159,
246,
[ 3,

80,
225,
[ 98,
241,
229,
[ 75,
213,
230,
[ 48,
221,
206,
[ o,

15],

0, O,
207, 223,
661,

0, O,
232, 232,

o],

0, O,
225, 216,

01,

0, O,
228, 218,

0],

0, O,
220, 212,
52],

0, O,
222, 220,
56],

0, O,
228, 230,

o],

0, 1,
217, 223,

01,

3, 0,
213, 221,

01,

0, O,
200, 205,

o],

57, 187,
245, 193,

o1,
202, 228,
150, 255,

0],
233, 198,
65, 73,
297,
204, 212,
240, 195,
67],
203, 183,
220, 236,
115],
122, 219,

208,
206,

224,
229,

210,
106,

204,
227,

194,
225,

193,

18,
230,

224,
223,

221,
221,

222,
117,

193,
245,

213,
216,

179,

44,
224,

221,
255,

211,
188,

229,
168,

205,
239,

197,
199,

171,

82,
234,

224,
255,

211,
154,

229,
219,

211,
223,

185,
206,

183,

11

107,
176,

208,
221,

214,
191,

234,
221,

225,
218,

190,
186,

196,

189,
188,

204,
234,

205,
210,

249,
215,

216,
212,

194,
181,

204,

62,
219,

228,
250,

214,
221,

205,
204,

220,
217,

185,
209,

192,
177,

210,

145,
215,

220,
248,

208,
211,

205,
209,

194,
223,

197,
222,

202,
172,

213,

204,
224,

222,
233,

209,
220,

220,
222,

215,
223,

206,
220,

214,
181,

207,

12,
197,

99,
119,

55,
209,

237,
255,

228,
244,

217,
238,

200,
232,

240,
228,

217,
224,

198,
221,

219,
205,

211,



210, 200, 196, 194, 191, 195, 191, 198, 192, 176, 1566, 167, 177,
210, 92],

[ O, o0, 74, 189, 212, 191, 175, 172, 175, 181, 185, 188, 189,
188, 193, 198, 204, 209, 210, 210, 211, 188, 188, 194, 192, 216,
170, ol,

, 0, 0, 0, 66, 200, 222, 237, 239, 242, 246, 243, 244,
221, 220, 193, 191, 179, 182, 182, 181, 176, 166, 168, 99, 58,

,_|
N

o, 0],

[ o, o, o, 0, o, o, 0, 40, 61, 44, 72, 41, 35,
0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0,
o, 0],

[ o, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0,
0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, o,
o, 0],

[ o, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0,
0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0,
0 011, dtype=uint8)

-

[11]: # standardize the data pizel to be between 0 to 1

train_images = train_images / 255.0
test_images = test_images / 255.0

[14]: | # data only has class labels not names so define this for the visualization,
wpurpose
class_names = ['T-shirt/top', 'Trouser', 'Pullover', 'Dress', 'Coat',
'Sandal', 'Shirt', 'Sneaker', 'Bag', 'Ankle boot']

[21]: | # visualized the standardize data

plt.figure(figsize = (10, 10))

for i in range(25):
plt.subplot(5, 5, i + 1)
plt.xticks([])
plt.yticks([]1)
plt.grid(False)
plt.imshow(train_images[i])
plt.xlabel(class_names[train_labels[i]])

plt.show()

12



Ankle boot

T-shirt/top

Ankle boot

1

Dress

[22]: train_images[0]

[22]: array([[O.

O O O O O

o O

O O O O O O O O oo

O O O O O O O O O o

Pullover

Sandal

T-shirt/top

Coat

T-shirt/top

=8
Vi

o O O O

O O O O O

0.
0.
0.
0.
0.

O O O O

1}



o O

o O

o O O O O O O O O O O O O O O O O O O O O O O O O O O O O O

O O O O O

.05098039,
.01568627,
.00392157,

b

b

b

.53333333,

.8 ,
.09019608,
.04705882,

b

b

b

.92564902 ,
.63137255,
.50980392,

b

b

b

.8745098 ,
.49803922,
.34509804,

b

b

.00392157,
.90980392,
.84313725,
. 76862745,

b

b

b

O O O O O O O OO OO OO OO OO OO0 ODODODODODODODODOODOOO0ODO0ODODODOODOOOOOOOOOo

.28627451,

b

.00392157,

b

b

b

.49803922,

.69019608,

3

.03921569,

b

b

b

.81176471,
.42745098,
.282356294,

b

3

.00392157,
.85490196,
.4745098 ,
.6745098 ,

b

b

.00392157,
.91372549,
.83529412,
.89803922,

3

b

3

O O O O O O OO OO0 OO ODODOODODODODODODIODODODIODODODODODODODOODODOOO0OOOOOOOOoOOoOOo

.01176471,
.24313725,
.00392157,
.01176471],

b

b

.02352941,
.5254902 ,

.69803922,
.25098039,
.05882353],

b

b

b

.84705882,
.47843137,
.25882353],

b

b

b

.89803922,
.64313725,

1,

b
b

b
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o O

O O O O O O O O O O o O O O O O O O O O O O O O O O O O O O

O O O O O

b

b

b

.21176471,
.01176471,

b

b

b

.56470588,

b

b

b

b

.41960784,
.09019608,

b

b

.27058824,
.84705882,
.57254902,

b

b

. 78431373,
.8745098 ,
.49803922,

b

b

.71764706,

o O

O O O O O O O O O O O O O O O O O O O O O O O O O O O O O O

O O O O O

b

3

b

.00392157,

b

b

b

.14117647,

b

.01568627,

b

b

4 ,
.48235294,

b

b

b

.60784314,
.61176471,
.30196078,

b

b

.81176471,
.63921569,
.55294118,

b

.00392157,
.90980392,
.8745098 ,
.482356294,

b

b

.882356294,



o O O

—/
o

O O O O O

.84705882,
.87843137,
.96078431,

.85490196,
.82352941,
.95294118,

O O O O O

.01176471,
.83137255,
.815668627,
. 77254902,

O O O O O

.02352941,
.8627451 ,
.84313725,
.46666667 ,

O O O O O

.90196078,
.85490196,
.81960784,

o O O O O

.02745098,

.8745098 ,
.84705882,

= O O O O

.56862745,
.86666667 ,
.87843137,
.95686275,

O O O O O

.17254902,
.8627451 ,
.80392157,
.69019608,
.93333333,

.86666667 ,

b

H

b

b

b

b

b

b

b

b

b

b

b

b

b

b

b

O O O O O O O OO OO OO OO OO OO0 ODODODODODODODODODODOOO0ODO0ODODODOODOOOOOOOOOo

.8745098 ,
.87058824,
.67843137,

b

b

b

.83529412,
.82745098,
.79215686,

3

b

3

.85490196,
.85490196,
.81960784,

b

b

b

.85490196,
.83529412,
.65490196,

b

3

b

.89411765,
.8745098 ,
.36078431,

b

.00784314,

b

.87058824,
.8745098 ,
.30196078,
.01176471,

b

.8 )
.85490196,
.8745098 ,
.62352941,

b

.32156863,
.87058824,
.82745098,
. 7372549 ,
.84313725,
.22352941,
.87843137,

.89411765,
.87843137,

]

b
b

b

.77647059,
.835629412,

]

b

b

.04705882,
.75294118,
.87843137,
.20392157]

b

b

.38823529,
.79607843,
.87058824,
.21960784]

b

b

.21568627,
.94117647,
.91764706,

]

.00392157,

b

.92941176,
.85882353,
.89803922,

]

b

b

.89411765,
.81568627,
.85882353,

]

b

.41960784,
.85098039,
.90196078,
.98039216,

]

.73333333,
.81568627,
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o O

O O O O O

.8745098

.6627451

O O O O O

O O O O O

.8627451

.9254902

O O O O O O O O O O O O O O O

O O O O O

.92156863,
.86666667 ,

b

H

. 75686275,
. 70588235,

b

b

b

.856882353,

b

.83137255,

b

b

.95686275,
.77647059,

b

b

b

b

.90980392,
.85098039,

.01568627,

b

.88627451,
.87058824,
.84313725,

b

b

.81176471,
.82745098,
.84313725,

b

.T4117647,
.88627451,
.87843137,
.97254902,

0.81568627,

0.8

b

o O

O O O O O

(@)

O O O O O O O O O O O O O O O O O O O O O O O O O

O O O O O

.89019608,
.8745098 ,

b

b

.89411765,
.83137255,
.8627451 ,

3

.00392157,
.8627451
.89019608,
.88627451,

b

b

.87058824,
.86666667,
.96078431,

b

.01568627,
.89411765,
.83529412,
.85098039,

.02352941,

b

.85098039,
.86666667 ,
.85490196,

b

.24313725,
.835209412,
.85490196,
.87843137,

.07058824,
.89411765,
. 78431373,
.91764706,
.91372549,

.87843137,
.83921569,



o O O O

O O O O O O O O O O O O O O O O O O O O o O O O O

O O O O O

O O =+ OO

.815668627,
. 75686275,
. 86666667,
.90980392,
.01176471,
.82745098,
.80392157,

b

.74901961,
.89411765,
.38431373,
.89803922,
.76078431,
.28627451,
.86666667 ,
.87843137,
.29411765,
.80392157,
. 77254902,
. 76470588,
.85490196,
.86666667 ,
.18823529,
. 77254902,
.79215686,
.9254902 ,
. 72941176,
.80392157,

b

.67058824,
.83529412,
. 76862745,
.77647059,
.69411765,

b

.74901961,
.7254902 ,
.77647059,
.82745098,
.84705882,
.00784314,
.78431373,
.96470588,
. 75686275,
.70980392,
.22745098,

b

O O O O O O O OO OO OO OO OO O OO ODODODODODODODODOODOODO0ODO0ODODODOODOOOOOOOOOo

.81960784,
.80784314,
.91764706,
.96470588,
.79215686,
.82745098,
.8627451
.89803922,
.82352941,
.88235204,
.91372549,
.89803922,
.84313725,
.41568627,
.84313725,
.89803922,
.8 ,
.82745098,
.80784314,
.89019608,
.83137255,
.90196078,
.79607843,
.7254902
.83921569,
.88235294,
.70980392,
.80784314,
.47843137,
. 71764706,
.81176471,
.76078431,
.75294118,
.82352941,

b

.68627451,
.7372549
.8 ,
.7372549
.66666667,

b

.87058824,
.95294118,
.74901961,
.69019608,

b

3

.78431373,
.8745098 ,
.86666667 ,

1,

.89411765,
.83921569,
.94117647,
.86666667 ,
.8 ,

1,

.77647059,
.91764706,
.85098039,
.45882353,
.85098039,
.11372549],
.83137255,
.88235294,
.77647059,
.96078431,
.81960784,
.2627451 1,
.71764706,
. 74509804,
.85882353,
.84705882,
.69411765,
.45098039],
.85882353,
. 76862745,
.82745098,
.74901961,
.69019608,
.36078431],
.29019608,
.6745098 ,
.T4117647,
.81960784,
.7372549 ,

1,

b

.92941176,
.95686275,
.70196078,
.65098039,

1,

b
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0.62352941,

[E

b

0.82745098,

O O O O O O O O O O O O O O O O O O O O O O O O O

O O O O O

O O O O O

.87843137,
.80392157,
.31372549,
. 7372549 ,
.81960784,

.82352941,
.97647059,
.94509804,
.65882353,
.8745098 ,

.8 ,
.84705882,
.83520412,
.9372549 ,
.87058824,

.76078431,
.76078431,
. 86666667,
.78039216,
.6745098 ,

. 75686275,
.8 ,
.82352941,
. 76470588,
.61176471,

. T411T647,
.68627451,
7372549
.82352941,
.76078431,

b

.9372549 ,
.86666667 ,
. 71372549,
.65882353,

O = O

O O O O O O O O O O O O O O O O O O O O O O O O O O O O O O

O O O O O

.96078431,

b

.8627451

.86666667 ,
.80392157,
.58823529,
.60392157,
.87058824,

.87058824,
.8627451
.25490196,
.85882353,
.8745098 ,

. 75686275,
.7254902
.94117647,
.8745098 ,
.8627451

.83520412,
.75294118,
.8627451
.80784314,
.70980392,

.70196078,
.82352941,
. 78431373,
.74901961,
.65490196,

.83137255,
.70980392,
. 75686275,
.82352941,
.75294118,

.25882353,
.94901961,
.8627451 ,
.71372549,
.38823529,



0. , 0. , 0.15686275, 0.23921569, 0.17254902,
0.28235294, 0.16078431, 0.1372549 , 0. , 0. ,
0. , 0. , 0. , 0. , 0. ,
0. , 0. , 0. , 0. , 0. ,
0. , 0. , 0. 1,
[0. , 0. , 0. , 0 , 0 s
0 , 0. , 0. , O , O s
0 , 0. , 0. , 0 , 0 ,
0 , O. , 0. , O , O s
0 , 0. , 0. , 0 , 0 ,
0. , 0. , 0. 1,
[O. , 0. , 0. , 0. , 0 ,
0. , 0. , 0. , 0. , 0 ,
0. , 0. , 0. , 0. , 0 ,
0. , 0. , 0. , 0. , 0 s
0. , 0. , 0. , 0. , O s
0. , 0. , 0. 1D

[23]: train_labels

[23]: array([9, O, O, .., 3, 0, 5], dtype=uint8)

[43]:  # build the model

model = tf.keras.Sequential([
tf.keras.layers.InputlLayer(shape = (28, 28, 1)),
tf.keras.layers.Conv2D(filters = 32, kernel_size = 3, activation = "relu"),

tf .keras.layers.MaxPool2D(),

tf.keras.layers.Conv2D(filters = 32, kernel_size = 3, activation = "relu"),
tf.keras.layers.Conv2D(filters 64, kernel_size = 4, activation "relu"),
tf.keras.layers.Flatten(),

tf.keras.layers.Dense(64, activation = 'relu'),

tf.keras.layers.Dense(10, activation = "softmax")

D
model . compile(optimizer = tf.keras.optimizers.Adam(),
loss = tf.keras.losses.SparseCategoricalCrossentropy(),

metrics = [tf.keras.metrics.SparseCategoricalAccuracy()])

[44]: model.fit(train_images, train_labels, epochs=5)

Epoch 1/5

1875/1875 41s 21ms/step -

loss: 0.5920 - sparse_categorical_accuracy: 0.7843
Epoch 2/5

1875/1875 41s 21ms/step -

loss: 0.2815 - sparse_categorical_accuracy: 0.8972
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[44] :

[45] :

[45] :

[46] :

[46] :

[47] :

[47] :

[48] :

[48]:

[63]:

Epoch 3/5

1875/1875 40s 21ms/step -

loss: 0.2279 - sparse_categorical_accuracy: 0.9160
Epoch 4/5

1875/1875 41s 21ms/step -

loss: 0.2055 - sparse_categorical_accuracy: 0.9248
Epoch 5/5

1875/1875 39s 21ms/step -

loss: 0.1725 - sparse_categorical_accuracy: 0.9346

<keras.src.callbacks.history.History at 0x7£653817d3f0>

# let's check it on our test data and see how our model performs
model .evaluate(test_images, test_labels)

313/313 3s 8ms/step -
loss: 0.2588 - sparse_categorical_accuracy: 0.9107

[0.24581825733184814, 0.9143999814987183]

Our test loss is 0.24 and test accuracy is 0.91. Which is not bad.

predictions = model.predict(test_images)
predictions[0]

313/313 2s Tms/step

array([3.4901106e-11, 9.3534624e-11, 3.0305191e-08, 1.9204216e-10,
4.9284634e-09, 1.8260541e-06, 3.7718443e-08, 7.0497481e-05,
1.7750990e-08, 9.9992758e-01], dtype=float32)

np.argmax (predictions[0])
9
test_labels[0]

9

Let’s visualize the prediction

predictions = model.predict(test_images)

plt.figure(figsize=(10, 10))

for i in range(25):
plt.subplot(5, 5, i + 1)
plt.xticks([])
plt.yticks([]1)
plt.grid(False)

18



# Get predicted class and actual class
pred_class = np.argmax(predictions[i])
actual class = test_labels[i]

if pred_class == actual_class:
text_color = 'green'

else:
text_color

Ilredll

plt.imshow(test_images[i])
# Display predicted and actual labels with probabilities
plt.xlabel(f"Pred: {class_names[pred_class]} ({predictions[i] [pred_class]:.

»2f}F)\nActual: {class_names[actual_class]}", color=text_color)

plt.subplots_adjust (hspace=0.5)
plt.show()

313/313 2s Tms/step
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-

L A N

ed: Ankle boot (1.00) Pred: Pullover {1.00) Pred: Trouser (1.00)  Pred: Trouser {1.00) Pred: Shirt (0.99)

Actual: Ankle boot Actual: Pullover Actual: Trouser Actual: Trouser Actual: Shirt
>red: Trouser (1.00) Pred: Coat (1.00) Pred: Shirt (1.00) Pred: Sandal (1.00) Pred: Sneaker (1.00
Actual: Trouser Actual: Coat Actual: Shirt Actual: Sandal Actual: Sneaker
Pred: Coat (0.99) Pred: Sandal (1.00) Pred: Sneaker (0.99) Pred: Dress (1.00) Pred: Coat (0.86)

Actual: Coat Actual: Sandal Actual: Sneaker Actual: Dress Actual: Coat

red: Trouser (1.00) Pred: Pullover (0.98) Pred: Shirt {0.56) Pred: Bag (1.00)  Pred: T-shirt/top (0.9
Actual: Trouser Actual: Pullover Actual: Coat Actual: Bag Actual: T-shirt/top

'red: Pullover (0.90)  Pred: Sandal (0.56) Pred: Sneaker (1.00) Pred: Sandal (0.89) Pred: Trouser (1.00
Actual: Pullover Actual: Sandal Actual: Sneaker Actual: Ankle boot Actual: Trouser

0.3 Batch Normalization (BatchNormalization()) And Other Tips:

During training, the weights and biases of a neural network are constantly updated based on the
input data. This can lead to a phenomenon called “internal covariate shift.” Essentially, the
distribution of the inputs to each layer changes throughout the training process as the weights in
previous layers are updated. This shifting distribution can make it harder for the network to learn
effectively. Batch normalization addresses this issue by normalizing the activations (outputs) of
each layer before they are passed to the next layer. This normalization helps to:

o Stabilize the learning process: By forcing the activations to have a mean of zero and a standard
deviation of one (or close to it), batch normalization makes the training process less sensitive
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to the scale of the inputs. This allows the network to learn faster and with fewer oscillations.
Improve gradient flow: Normalization can improve the flow of gradients back through the
network during backpropagation. This can alleviate the problem of vanishing gradients,
which can occur in deep networks and hinder learning.

How Batch Normalization Works:

1.

Calculate statistics: For a given mini-batch of data, batch normalization calculates the mean
(average) and standard deviation of the activations for each channel (feature map) in the
layer.

. Normalization: Each activation value in the mini-batch is then subtracted from the mean and

divided by the standard deviation (with a small epsilon value added for numerical stability).
This effectively centers and scales the activations.

. Learnable parameters: However, simply normalizing the activations might restrict the net-

work’s ability to learn certain features. To address this, batch normalization introduces two
learnable parameters for each channel: gamma () and beta ().

. Scaling and shifting: The normalized activations are then scaled by gamma and shifted by

beta. These parameters allow the network to recover the original scale and shift of the
activations if necessary.

At testing time, we replace the mini-batch p and  with running averages of n and
computed during the training process. This ensures that we can pass images through
our network and still obtain accurate predictions without being biased by the p and
from the final mini-batch passed through the network at training time. Using batch
normalization doesn’t alleviate the need to tune these parameters of course, but it will
make your life easier by making learning rate and regularization less volatile and more
straightforward to tune. You’ll also tend to notice lower final loss and a more stable
loss curve when using batch normalization in your networks. The biggest drawback of
batch normalization is that it can actually slow down the wall time it takes to train your
network (even though you’ll need fewer epochs to obtain reasonable accuracy) by 2-3x
due to the computation of per-batch statistics and normalization. - Adrian Rosebrock

Tips From Adrian Rosebrock:

To start, the images presented to the input layer should be square. Using square inputs
allows us to take advantage of linear algebra optimization libraries. Common input
layer sizes include 32 x 32, 64 x 64, 96 x 96, 224 x 224, 227 x 227, and 229 x 229
(leaving out the number of channels for notational convenience).

Secondly, the input layer should also be divisible by two multiple times after the first
CONV operation is applied. You can do this by tweaking your filter size and stride.
The “divisible by two rule” enables the spatial inputs in our network to be conveniently
downsampled via POOL operation in an efficient manner.

In general, your CONV layers should use smaller filter sizes such as 3 x 3 and 5 X
5. Tiny 1x1 filters are used to learn local features, but only in your more advanced
network architectures. Larger filter sizes such as 7x7 and 11x11 may be used as the
first CONV layer in the network (to reduce spatial input size, provided your images are
sufficiently larger than > 200x200 pixels); however, after this initial CONV layer, the
filter size should drop dramatically, otherwise, you will reduce the spatial dimensions of
your volume too quickly.
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You’ll also commonly use a stride of S = 1 for CONV layers, at least for smaller spatial
input volumes (networks that accept larger input volumes that use a stride S >= 2 in
the first CONV layer). Using a stride of S = 1 enables our CONV layers to learn filters
while the POOL layer is responsible for downsampling. However, keep in mind that
not all network architectures follow this pattern — some architectures skip max pooling
altogether and rely on the CONV stride to reduce volume size.

My personal preference is to apply zero-padding to my CONV layers to ensure the
output dimension size matches the input dimension size — the only exception to this
rule is if I want to purposely reduce spatial dimensions via convolution. Applying zero-
padding when stacking multiple CONV layers on top of each other has also demonstrated
to increase classification accuracy in practice. As we’ll see later in this book, libraries
such as Keras can automatically compute zero-padding for you, making it even easier
to build CNN architectures.

A second personal recommendation is to use POOL layers (rather than CONV layers) to
reduce the spatial dimensions of your input, at least until you become more experienced
constructing your own CNN architectures. Once you reach that point, you should start
experimenting with using CONV layers to reduce spatial input size and try removing
max pooling layers from your architecture.

Most commonly, you’ll see max pooling applied over a 2x2 receptive field size and a
stride of S = 2. You might also see a 3x 3 receptive field early in the network architecture
to help reduce the image size. It is highly uncommon to see receptive fields larger than
three since these operations are very destructive to their inputs.

Batch normalization is an expensive operation that can double or triple the amount of
time it takes to train your CNN; however, I recommend using BN in nearly all situations.
While BN does indeed slow down the training time, it also tends to “stabilize” training,
making it easier to tune other hyperparameters (there are some exceptions, of course —
I detail a few of these “exception architectures” inside the ImageNet Bundle).

I also place the batch normalization after the activation, as has become commonplace in
the deep learning community even though it goes against the original Ioffe and Szegedy
paper. Inserting BN into the common layer architectures above, they become: - INPUT
=> CONV => RELU => BN => FC - INPUT => [CONV => RELU => BN =>
POOL] * 2 => FC => RELU => BN => FC - INPUT => [CONV => RELU =>
BN => CONV => RELU => BN => POOL]| * 3 => [FC => RELU => BN] * 2
=> FC

You do not apply batch normalization before the softmax classifier as at this point we
assume our network has learned its discriminative features earlier in the architecture.

Dropout (DO) is typically applied in between FC layers with a dropout probability of
50% — you should consider applying dropout in nearly every architecture you build.
While not always performed, I also like to include dropout layers (with a very small
probability, 10-25%) between POOL and CONV layers. Due to the local connectivity of
CONV layers, dropout is less effective here, but I've often found it helpful when battling
overfitting.

By keeping these rules of thumb in mind, you’ll be able to reduce your headaches when
constructing CNN architectures since your CONV layers will preserve input sizes while
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0.4

the POOL layers take care of reducing spatial dimensions of the volumes, eventually
leading to FC layers and the final output classifications. Once you master this “tra-
ditional” method of building Convolutional Neural Networks, you should then start
exploring leaving max pooling operations out entirely and using just CONV layers to
reduce spatial dimensions, eventually leading to average pooling rather than an FC
layer.

Where To Go From Here:

This is not it. I have not explained all the steps as most of the steps are shown and covered in the
FNN tutorial. Try to practical these concepts and work out real world problems. I will talk about
transfer learning later on and see how we can use other popular architectures in our own task. It’s
very easy but for the time being check out these projects on my github before you do anything;:

https://github.com/kelixirr/ AI-Projects/blob/main/All1%20A1%20Projects / cats-vs-dogs-
keras-example-project-deep-learning.ipynb

https://github.com/kelixirr/ AI-Projects/blob/main / All1%20A1%20Projects /deepfood-food-
vision-big-cnn.ipynb

https://github.com/kelixirr /Al-Projects/blob/main/All%20A1%20Projects /multiclass-
classification-cnn-without-tfl.ipynb

https://github.com/kelixirr/ AI-Projects/blob/main/All%20A1%20Projects/CNN__Transfer_ Learning_Fine
https://github.com /kelixirr/Al-Projects/blob/main/Al1%20A1%20Projects/multiclass-
classification-cnn-without-tfl.ipynb

I will be creating more projects. So stay tuned. The above projects maybe difficult but feel free to
ask your doubts in the forum.
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